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Abstract
Quantitative analysis of optical coherence tomography volumes is an important tool for both clinicians and
researchers. Until now, most work has focused on segmentation of the intraretinal cell layers, but the segmentation of pathological datasets remains challenging. We
propose the application of random forest to detect the
locations of drusen in the retinal pigment epithelium.
This is an important step for further analysis of optical
coherence tomography data, for segmentation or otherwise. The presented combination of Bruch’s Membrane segmentation with subsequent sampling around
the retinal pigment epithelium is a way to quickly compute discriminative features for classification. The proposed method achieves an AUC of 0.94 on our test set,
while keeping the computational complexity at a minimum. This makes a clinical setup feasible and provides
a tool for clinicians and researchers to quantitatively
measure disease progession.

1. Introduction
Optical Coherence Tomography (OCT) has become
an important image modality in ophthalmology and is
used in the daily clinical practice. It allows the fast and
non-invasive imaging of a patient’s intraretinal cell layers and simplifies detection of retinal pathologies. With
improvements in acquisition speed and quality and the
resulting increase in OCT volume size, evaluation of
the datasets are becoming more challenging and time
consuming. This calls for automated methods to analyze a patient’s slice stack. Furthermore, quantitative
measurements are an invaluable tool for clinical studies and analysis of disease progression. Segmentation
techniques have been applied to this problem and provide thickness measurements of intraretinal cell lay-

ers. While segmentation algorithms perform well on
datasets of healthy eyes, pathological datasets remain
a challenge due to the presence of morphological abnormalities. Thickness measurements also only provide
limited information about pathologies and are not always well suited for early detection and measuring disease progression.
To provide information in the case when segmentation is not feasible or relevant, we propose the application of classification algorithms to detect locations of
pathologies in OCT images. Specifically, we trained
random forest to classify tissue in OCT volumes of patients with age-related macular degeneration (AMD) [6]
as either drusen or healthy. Drusen are the result of
an accumulation of extracellular material in the Bruch’s
Membrane (BM) and most visible by the morphologic
changes in the retinal pigment epithelium (RPE) layer
above [6]. See Figure 3 for example B-scans containing
drusen.
The information of detected drusen positions could
then be used to measure the area afflicted with drusen,
generate en-face maps for the clinician or serve as input for a smart segmentation scheme that can simultaneously process healthy tissue and drusen.

2. Methods and Results
The quick detection of locations of drusen was
achieved by only classifying (x, y)-coordinates on the
retinal surface, not the actual (x, y, z) voxels in the volume. The classification of these (x, y)-positions can
be handled by sequentially classifying the x-positions
(horizontal positions) in each B-scan. The BM is segmented first to compute the relevant sampling positions
that make up the training and test vectors.
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2.1. Datasets
A total of 45 OCT volumes of 39 different AMD patients were used in this work. Each volume had a dimension of 6x6x2mm and a resolution of 49x512x496
pixels and was recorded with a Heidelberg Spectralis
OCT system. The datasets were split into two groups
for training and testing. The patient list of the training
and test sets were completely disjoint to remove possible bias. 25 OCT volumes of 19 patients made up the
training set. Both left and right eyes were used from 6
patients, only either the left or right eye was used from
the remaining 13. The test set consisted of 20 volumes
from 20 different patients.
Two experts (author and a second observer) individually marked the x-positions containing drusen in all
B-scans of the training and test set. Both experts then
marked the test datasets a second time.

2.2. Segmentation
To compute discriminative features for classification,
it is important to know the position of the RPE in the
B-scan. Our previously presented graph-based multisurface segmentation algorithm [4], is capable of automatically detecting the BM boundary in OCT volumes
containing drusen [3]. The segmentation is performed
on the volume, using full 3D information and showed a
very small absolute error of only 2.75 ± 2.49µm compared to the manual segmentations in our evaluation [3].
See Figure 3 for example B-scans where the segmentation is visible for the positions classified as drusen.

2.3. Sampling
The features are computed by filtering the B-scans
and then sampling at predefined positions relative to
the previously segmented BM. Two different sampling
methods were applied and tested.
The first sampling strategy makes use of multiple
convolutions with different kernels. A subset of the Leung and Malik (LM) filter bank described in [5] was
used. It consisted of two sizes of each oriented filter
and four sizes of each circular filter, resulting in a total
of 36 kernels, shown in Figure 2. The actual sampling
is performed at 12 predefined locations relative to the
BM at that x-position. Figure 1a displays the 12 sampling positions on an example RPE. At every sampling
position, each filter is applied, resulting in 432 variables
used to construct a single training or test vector.
The second sampling strategy only applies gaussian
filtering with = 2, but uses more sampling positions.
This is much faster, as only a single convolution with
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Figure 1: (a) Sampling positions using the LM filters
shown in Figure 2. The black line is the segmentation
of the BM. (b) Grid for sampling method using only
gaussian filtering. The right image is the corresponding
variable importance.
a small kernel is required. The gaussian filtering reduces part of the noise, while still keeping most of the
high frequency details. Instead of only 12 positions, a
larger and denser grid with 264 sampling positions was
chosen. The grid is shown in Figure 1b. The gaussian
kernel is identical to the lower left filter in Figure 2.

2.4. Classifier Training and Variable Selection
Random forests [1] were chosen as classifier because
they demonstrated good performance [2] and provide
a simple and reliable way to compute variable importance. A total of 1225 B-scans were used for training
(25 volumes of 49 B-scans each). A border region of
10 pixels was eliminated on the left and right side of
each B-scan, as these regions often show missing image
information and generally a bad signal-to-noise ratio.
This resulted in over 6·105 x-positions used in the training of the random forest. The classes were computed
from the manually marked B-scans. The class ‘drusen’
was chosen at a position if both experts marked that position as drusen. The class ‘healthy’ was chosen if at
least one observer marked the position as healthy. In a
first step, a random forest was trained for each sampling
method using all variables, allowing the extraction of
variable importance for dimensionality reduction. In a
second steps, multiple random forests were grown with
a varying number of used variables and varying values
of mtry. This allowed the elimination of the unimportant variables that might confuse the classifier. Finally,
the 150 most important variables were kept, as this gave
the best classification results for the test set. However,
the trained classifiers were not very sensitive when using between 100 to 190 variables. For each random for-

Figure 2: Used LM filter bank for sampling. The images to the right are the variable importances, with the positions
corresponding to the sampling positions in Figure 1a.
est, 200 trees were grown, with mtry = 6. mtry was
relatively insensitive to values between 3 and 22.
Figure 2 shows the LM filters and the importance
of every filter at each sampling position. Note that the
important sampling positions vary widely, depending
on the filter. The variable importance for the sampling
method using only gaussian filtering can be seen in the
right image in 1b. The most important positions seem
to be near the BM and near the upper RPE boundary.

2.5. Evaluation
The test set was computed from the manually
marked B-scans. The 20 used OCT volumes yielded
a total of over 4.8 · 105 individual (x, y)-positions for
testing. A border of 10 pixels was again removed on
both sides of each B-scan. As each position in every Bscan of the test set was marked four times, twice by each
expert, the intra- and inter-observer variability could be
computed. It also allowed the testing of the classification accuracy against various levels of confidence.
The intra-observer variability was computed as the
disagreement between the first and second marked
datasets from the same expert, and a mean of 10.79%
was measured. The inter-observer variability is the
disagreement between two datasets from different experts. The mean inter-observer variability measured
was 13.19%. Note that both the inter- and intra-observer
variability are relatively high. This reflects the difficulty
of specifying the exact drusen positions, as there are
many ambiguous cases and the drusen boundaries are
not always clearly defined.
For testing, all four marked datasets from the two
experts were considered. A position was defined as
‘drusen’ if it received a majority of positive votes (three
out of the four), that is if one expert marked a position
twice and the other at least once. A position receiving
only two or less positive votes was defined as ‘healthy’.
The result from the classification was then compared
to these values and the receiver operating characteristic (ROC) with the area under the curve (AUC) was
computed as accuracy measurement. Table 1 shows
the accuracy of the classification. The sampling strat-

Table 1: Classification results
Analysis
AUC (majority)
AUC (removed ties)
AUC (perfect agreement)

LM filters

gaussian

0.9401
0.9495
0.9757

0.9203
0.9299
0.9602

egy with the LM filters performed well with an AUC
of 0.94, while the sampling with only gaussian filtering
performed slightly worse with an AUC of 0.92. Figure 3
shows B-scans that were classified with the random forest using the LM filters. The x-positions classified as
drusen are marked white in the choroid, starting at the
segmented BM.
To test how much the intra- and inter-variability influenced the result, we computed the ROC curves again
but removed ambiguous cases. An improvement is seen
when all ties (2 votes positive, 2 negative) are removed
from the analysis. Performing the analysis with only
the positions with perfect agreement (4 votes positive
or 4 negative) leads to an even larger improvement. The
results are also shown in Table 1. Our interpretation is
that drusen that are easy to distinguish by the experts
are also easy to classify, while the ambiguous positions
that were hard for the experts are also difficult for the
classifier.

3. Conclusion
The detection of the drusen locations is an important
requirement of quantitative analysis of AMD, including disease progression. The presented combination of
BM segmentation and sampling strategy leads to an accurate and fast detection of the drusen positions, making it feasible for a clinical setup. Further studies are
required to evaluate the classification accuracy with respect to drusen size and type. If the classification is
sensitive and specific enough to small drusen, it could
be applied in early detection of AMD. While the presented method was evaluated on classification of drusen
positions, the same principles could also be applied to

Figure 3: Example B-scans where the x-positions classified as drusen are displayed white in the choroid, starting at
the segmentation of the BM.
different pathologies, such as atrophies.
We are currently evaluating methods enabling us
to include neighborhood information into the classification. Note that all (x, y)-positions are classified
independently of each other. As much information
is encoded in the proximities of neighboring (x, y)positions, a higher classification accuracy could theoretically be achieved by aggregating the probability output
of the classification, or applying a classification scheme
that already includes neighborhood information.
Drusen detection is also an important step for a more
complex quantitative analysis of OCT volumes. Future
work will go into applying the results from the classification to improve the accuracy of drusen segmentation. Once the locations of the drusen in the RPE are
known, different constraints can be applied to segmentation of healthy tissue than to tissue with drusen. This
would yield an algorithm keeping the high quality segmentation for non-pathological areas, while employing
different constraints tailored towards the segmentation
of drusen in the other regions.
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